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Abstract—The mission of subspace clustering is to find hidden 
clusters exist in different subspaces within a dataset. In recent years, 
with the exponential growth of data size and data dimensions, 
traditional subspace clustering algorithms become inefficient as well 
as ineffective while extracting knowledge in the big data 
environment, resulting in an emergent need to design efficient 
parallel distributed subspace clustering algorithms to handle large 
multi-dimensional data with an acceptable computational cost. In 
this paper, we introduce MR-Mafia: a parallel mafia subspace 
clustering algorithm based on MapReduce. The algorithm takes 
advantage of MapReduce's data partitioning and task parallelism 
and achieves a good tradeoff between the cost for disk accesses and 
communication cost. The experimental results show near linear 
speedups and demonstrate the high scalability and great application 
prospects of the proposed algorithm. 

Keywords- Subspace clustering, Mafia, MapReduce, Parallel and 
distributed 

I.  INTRODUCTION  
With the increase of the internet and the improvement in 

communications, information in all walks of life is now more 
abundant than ever and accumulates daily in databases. The field 
of data mining that extract information and knowledge from large 
datasets have become very popular. Clustering analysis is an active 
topic of data mining, which can automatically group unlabeled 
data into clusters of similar characteristics, but most existing 
clustering algorithms cannot work on the increasing high 

dimensional datasets because of the curse of dimensionality. 
Instead of considering all dimensions of an input dataset, subspace 
clustering manages high dimensional data by finding clusters 
under different subsets of dimensions called subspaces within a 
dataset [1], representative algorithms such as CLIQUE [2], 
MAFIA [3] and PROCLUS [4]. As data accumulates in bulk 
volumes and goes beyond the processing power of single-
processor machines [5], traditional subspace clustering algorithms 
cannot meet the efficiency requirements nor directly process the 
big data. Thus create a growing demand to increase the scalability 
and performance of existing algorithms. Parallelization and 
distributed computing comes out as a natural solution to enable 
subspace clustering algorithms to scale up to extreme sizes and 
high dimensions. Recently, a distributed programming model 
called MapReduce [6] which can deal with big data in a highly 
parallel manner causes researchers and developers concerns. It 
aims at supporting parallel and distributed computation on large 
datasets through the use of a large cluster of machines while 
making each machine independently running the single-node logic 
with scalability and fault-tolerance guarantees. MapReduce is 
great for batch processing and has become the most widely used 
framework for mining large-scale datasets in parallel and 
distributed environment. But according to our survey, we found 
the lack of improved subspace clustering algorithms on top of 
MapReduce. 
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In this paper, we propose MR-Mafia, a parallel and distributed 
algorithm on top of MapReduce that overcomes the memory and 
CPU speed limitations of Mafia and highly improves its 
scalability. While Mafia runs on a single machine and fail to 
process large high-dimensional datasets, MR-Mafia takes 
advantage of MapReduce and is able to execute Mafia in parallel 
under the distributed environment. MR-Mafia avoids unnecessary 
I/O cost and minimize the communication cost between nodes, 
achieves independent calculation and load balance in each node as 
well. By using indexing, MR-Mafia only stores the whole dataset 
in the main node instead of replicating it in each node and thus 
bring less computational cost. 

The main content of the whole paper and viewpoint of each 
sector are as follows: Section 1 presents an overview of the related 
work. Section 2 we briefly introduce Mafia algorithm and present 
our MR-Mafia. In Section 3 we test and evaluate our algorithm on 
scale-up and accuracy. Finally, we make a brief summary and 
outlook on our work in Section 4. 

II. RELATED WORK 

A. Subspace Clustering 
With the advent of the era of big data, collecting and storing 

data becomes cheap, users tend to record everything without 
considering the relevance for their task, thus make the dimension 
of the datasets to be processed very high. The problem of 
clustering high dimensional data faced by clustering analysis is 
crucial and is closely related to whether many clustering 
algorithms are suitable to be used in many fields or not. Often in 
high dimensional data, many dimensions are irrelevant and may 
mask existing clusters in noisy data [1]. When the number of 
dimensions in a dataset increases to very high, it will be common 
for all points in the dataset to be almost equally far apart and 
distance measures become meaningless, and because of the 
dimension disaster caused by the exponential increase of 
dimensions, traditional distance-based clustering algorithms are 
prone to be inefficient as well as ineffective, frequently unable to 
meet quality needs of clustering results. To tackle this problem, R. 
Agrawal [2] outlines for the first time the concept of subspace 
clustering, i.e. finding a multi-subspace representation that best fits 
a collection of points taken from a high-dimensional space. In light 
of the finding that even though data sets are high dimensional, their 
intrinsic dimension is often much smaller than the dimension of 
the ambient space so that a multi-dimensional dataset can often be 
better understood by grouping it in subspaces. In the past two 
decades, a number of approaches to subspace clustering have been 
proposed and they are mainly divided into bottom-up and top-
down groups based on their approach to searching for subspaces. 

The bottom-up search method generates bins for each 
dimension and forms a multi-dimensional grid firstly, start from 
low-D subspaces and search higher-D subspaces only when there 
may be clusters in such subspaces by taking advantage of the 
downward closure property of the Apriori principle. The algorithm 

proceeds until there are no more dense units found. CLIQUE, 
ENCLUS, MAFIA, CBF and CLTree are all density and grid 
based bottom-up subspace clustering algorithms. The grid used by 
CLIQUE and ENCLUS to divide each dimension is static and its 
size is set by user parameters. MAFIA extends CLIQUE via 
applying an adaptive grid method. CBF uses a cell creation 
algorithm that creates optimal partitions whereas CLTree uses a 
decision tree based strategy to determine the cut-points for the bins 
on each dimension. Most of the bottom-up algorithms have the 
capability to find clusters in different size and shape and scale 
linearly with the dimension and size of data sets [1]. 

The top-down search method starts from full space and 
searches smaller subspace recursively. The algorithms make the 
use of full set of dimensions and start from an initial set of 
subspace with equally weighted dimensions, then update of the 
weight for each dimension in each cluster and regenerate the set of 
subspaces iteratively. The iterative process continues until the 
clustering result meets the quality requirement and the clusters 
generated by this method are non-overlapping. As multiple 
iterations are costly, top-down algorithm often use a sampling 
technique to improve performance. The two parameters often 
required by top-down algorithms are the number of clusters and 
the average number of dimensions for the clusters, the output 
clusters are of similar dimensionality due to the second parameter. 
PROCLUS, ORCLUS and FINDIT are all distance and partition 
based top-down subspace clustering algorithms that use different 
measure strategies [1, 7]. 

The major challenge for data clustering lies in its scalability 
and availability especially when it comes to very large databases, 
algorithms always have to balance the trade-off between accuracy 
and runtime [8]. Currently no subspace clustering algorithm can 
process very large datasets in feasible time, parallel and distributed 
computing seems to be ideally suited to address big data issues [9]. 
In this case we have to re-think, re-design and re-implement 
existing subspace clustering algorithms in order to be applicable 
in parallel and distributed processing [9]. 

B. MapReduce 
With the advent of the era of big data, lots of data is being 

collected and warehoused, which need data mining techniques to 
mine the potential valuable information. Traditional data mining 
algorithms have found it difficult to extract value and insights from 
massive datasets running on single machines [10]. How to gain the 
effective knowledge from big data have attracted tremendous 
interest from domestic and abroad. Hadoop MapReduce which 
was proposed in 2004 by Google is a software framework for 
easily writing applications which process and generate vast 
amounts of data with a parallel, distributed algorithm on large 
clusters in a reliable, fault-tolerant manner [6]. A MapReduce 
program is composed of a Map() method that performs filtering 
and sorting and a Reduce() method that performs a summary 
operation [11].  
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A work flow of MapReduce is showed by Figure 1 and it can 
be generally divided into five steps: prepare the Map() input, run 
the user-provided Map() code, “shuffle” the Map output to the 
Reduce processors, run the user-provided Reduce() code and 
produce the final output. Provided that each mapping and reducing 
operation is independent of the others, all maps and reduces can be 
performed in parallel. The input and output of Map and Reduce 
functions must be in form of (key, value) pairs [6]. 

 
Figure 1.  MapReduce operation process 

The programmer is oblivious of the details of the data 
distribution, replication, load balancing, etc and needs to provide 
only two functions, a map and a reduce [12]. The MapReduce 
framework orchestrates the processing by automatically 
parallelizing the computation across large-scale clusters of 
machines, managing all communications and data transfers 
between the various parts of the system, and providing for 
redundancy and fault tolerance [11].  

Due to parallel computing nature of MapReduce, parallel data 
mining algorithms with the help of the MapReduce model has 
received considerable attention from the research community [13]. 
By applying the MapReduce paradigm, researchers have 
accomplished parallel scaling up of many data mining algorithms 
on large datasets, such as Kmeans [8] and Canopy [14]. 

III. MR-MAFIA: PARALLEL SUBSPACE CLUSTERING 
ALGORITHM BASED ON MAPREDUCE 

A. Mafia algorithm 
Mafia is a density and grid based clustering, which is an 

extension of Clique, one of the first algorithms that aim to find 
clusters within subspaces of the dataset [1]. The difference 
between them lies in the adaptive grid, Clique generates 1-D 
histogram for each dimension and selects dense units whose 
density above a given threshold, the histogram is constructed by 
partitioning each dimension into a number of non-overlapping 
equal length intervals. This method may divide dense regions with 
clusters into a large amount of candidate dense units or confuse 
noise data with dense units. Instead of directly using the uniform 
grid, Mafia follows an adaptive interval size to partition the 
dimension relying on the distribution of data in a particular 
dimension. By requiring a user-defined threshold, Mafia merges 

adjacent intervals within the given threshold to form larger 
intervals. Like Clique, Mafia take advantage of the downward 
closure property of density to reduce the search space. But Mafia’s 
number of generated candidate is much larger compared to Clique, 
because k-dimensional candidate dense units are obtained by 
merging (k-1)-dimensional dense units which share any (k-2) 
dimensions (not only first dimensions). Mafia makes an order of 
magnitude improvement in the computation time over methods 
like Clique and provides much better quality of clustering [4]. As 
Mafia is one of the most representative top-down algorithms and 
has the nature characteristic of parallelism, we try to make further 
improvement to gain better performance and expand application 
range. 

B. MR-Mafia algorithm 
To implement Mafia on MapReduce framework, the main 

tasks are to design Map and Reduce functions. The Mafia 
algorithm can be generally divided into two MapReduce jobs, first 
generate the adaptive grid, then form candidate subspaces and 
select dense subspaces iteratively by performing a bottom-up 
traversal. Mafia requires three user-provided parameters: density 
threshold, window-merge threshold and default grid size, so does 
MR-Mafia. Table 1 lists the used symbols. 

TABLE I.  TABLE OF SYMBOLS 

Symbols Definitions 
dS  A input d-mensional dataset 
d Dimensionality of dataset dS 
Ns Number of instances in the dataset 
Np Initial partition number of each dimension 
Tc Density threshold of clusters 
Tw Merge threshold of adjacent windows 

 

Defining the input dataset dS a d-dimensional dataset and let 
each line in dS be represented as a 1-D feature vector, {Line_i, Di1, 
Di2, ..., Dij, ..., Did}. For the generation of the adaptive grid, MR-
Mafia first call the Map function to split each vector into key-value 
pairs based on dimension, i.e. <1, Di1>,...,<j, Dij>,...., <d, Did>, 
then all of the values under the same dimension will automatically 
be grouped into the same reducer, the Reduce function will create 
histogram for each dimension and mark dense subspaces 
according to the distribution of data. For a certain dimension j, Rj 
is the range of it and it will be divided into Np intervals, Wjk = [ljk, 
rjk) is the No.k window, Wjk  Rj. Algorithm 1 describes its 
processing procedure. The average time complexity of the merge 
process is O(NplogNp). As each Reducer deals with one dimension, 
the computational time increases linearly with the increase of 
dimensionality. 
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Algorithm 1  Adaptive grid computation 
for each input <key,value> pair, <j,<Dj1, Dj2, ..., DjN>>, j
(1,...d), Djk  Rj do 

Divide Rj into Np intervals. 
Compute the the number of data points contained in 
each window and set the value of the window to it. 
Merge two adjacent windows from left to right if the 
distance between them within Tw iteratively until no 
windows can be merged. 
if number of windows == 1 then 
        Divide Rj based on the default grid size. 
for each 1-D window Wji on dimension j do 

if its value is no less than Tc then mark Wji as a 
1-D dense subspace 
Take j as key1' and take the detail of Wji as 
value1' 
output <key1', value1'>. 
Take Wji as key2' and construct value2' as a 
string comprise of the data points contained in 
Wji 
output < key2', value2'>. 

end 

Focusing on the obtained adaptive grid and no need to pay 
attention to the concrete data, we can gain 2-D candidate subspace 
by direct combination of every two 1-D dense subspace and form 
k-D candidate subspace by combining (k-1)-D dense subspaces 
which share any (k-2) subspaces, the maximum time complexity 
of this process is O(N2), N is the total number of the (k-1)-D dense 
subspaces. Each subspace is represented as a sequence of dense 
windows numbered consecutively by the dimension id. Thus the 
file that stores grid information is small in size, we utilize the 
Distributed Cache to distribute the corresponding relation to every 
node in the cluster and work directly with grid information to form 
candidate subspaces when run setup() method of the second job in 
Map phase. The pseudo code of the process is shown in Algorithm 
2. 

Algorithm 2  Form candidate subspaces 
for the adaptive gird do 

if the grid stores 1-D dense subspaces then 
Combine each two different 1-D dense subspaces 
to form 2-D candidate subspace. 

else for each two (k-1)-D dense subspaces do 
if they share the same (k-2)-D subspaces then 

Form the k-D candidate subspace and store the 
correspondence between the candidate subspace 
and its two components in the Hash Map. 

end 

For each input line <Sk-1,i, Di>, where Sk-1,i is the ith (k-1)-D 
dense subspace that arranges every window id of the k-1 
dimensions involved in sequence, Di is a string comprise of the 

data points contained in Sk-1,i, a Map function is used to match each 
Sk-1,i or Sk-1,j to the corresponding k-D candidate subspace Sk,ij 
though the HashMap obtained from setup function, the key-value 
pair < Sk,ij, Di> is the output of Mapper. By this way, each Reducer 
handles a k-D candidate subspace and the data points contained in 
two (k-1)-D dense subspaces comprise it, first compute the 
intersection of two (k-1)-D dense subspaces Dij and calculate the 
number of the co-exist data points. If the number is no less than 
Tc, then output the k-D dense subspace < Sk,ij, Dij> and Sk,ij with 
the related k dimensions <d1...dk, Sk,ij >, they will be the input of 
the next iteration. Otherwise, output the two (k-1)-D dense cluster 
<Sk-1,i, Di> and <Sk-1,j, Dj>. The above steps or the second 
MapReduce job will be repeated until no higher-dimensional 
subspaces are found or no more than two (k-1)-D dense subspaces 
can be merged into a k-D dense subspace. 

IV. PERFORMANCE EVALUATION 
We did a series of experiments on both synthetic and real 

datasets in order to evaluate the performance of MR-Mafia. The 
experiments were executed on a master node consist of 16-core 
processor and 64GB of memory and a commodity cluster of 30 
slave nodes. Hadoop was configured to use 10GB of memory per 
Map or Reduce task. The machines were running CentOS 6.6 
operating system and Hadoop 2.6.2. 

 
Figure 2.  Execution time used for adaptive grid formation (Ns =15000) 

 
Figure 3.  Execution time w.r.t. dimensionality (Ns =20000) 
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Figure 4.  Execution time w.r.t. dataset size(d =2000) 

A. Scalability with Dataset Size and Dimensionality 
We have performed the scalability evaluation on simulated 

data with different size and dimensionality. Figure 2 and Figure 3 
show the results for scalability with the dataset size of 1600 
records with the dimensionality ranging from 500 to 5000. We can 
see that MR-Mafia scales well with the increase in the number of 
dimensions, both total CPU time and the time spent on forming 
adaptive grids almost showed linear relation. Meanwhile, Figure 4 
also shows MR-Mafia achieved near linear behavior with the 
number of rows in the 2000-dimensional dataset increased from 
15000 to 55000 while Mafia algorithm which was implemented in 
a single-machine environment failed to handle the datasets 
containing over a thousand high-dimensional records when used 
the same fine initial partition as MR-Mafia. Therefore, MR-Mafia 
can cope with the size and dimensionality of the dataset well. 

B. Accuracy 
In order to evaluate the accuracy of MR-Mafia algorithm, we 

used both simulated dataset and real dataset to compare the results 
of MR-Mafia, Mafia and Clique. The accuracy is measured by 
counting the number of correctly assigned instances and dividing 
it by the total amount of instances. As we had excepted, Clique 
resulted in a loss of data accuracy due to the fixed grid adopted 
especially when dealing with the simulated data, Table 2 shows 
the comparison of accuracy of results between MR-Mafia and 
Clique. Meanwhile, the matched experiment results of MR-Mafia 
and Mafia showed that MR-Mafia well maintains the accuracy and 
superiority of Mafia. 

TABLE II.  COMPARISON OF ACCURACY 

Algorithm Simulated dataset 
(d = 500, Ns = 500) 

Real dataset 
(d = 50, Ns = 7680) 

MR-Mafia 0.86 0.71 

Clique 0.62 0.60 
 

V. CONCLUSIONS 
In this paper we present MR-Mafia: a parallel and distributed 

algorithm by making full use of MapReduce. MR-Mafia takes 
advantage of data partition and parallel mechanism and improves 
traditional Mafia algorithm on scalability while retain the accuracy 
of the results, thus makes Mafia can be used in distributed 
environment and deal with large high-dimensional datasets 
effectively. 
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